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A B S T R A C T 

Ensuring a continuous supply of electricity, at the expense of system failures, 

requires diligent maintenance of electrical grid stability. Although traditional 

rule-based and Machine Learning (ML) methods seem promising, they often 

struggle when relatively high-dimensional data is involved. Moreover, 

supervised Deep Learning methods are often limited by the lack of sufficient 

labeled anomaly samples. This study presents an unsupervised anomaly 

detection framework that uses a Convolutional Variational Autoencoder (CNN-

VAE) to learn the distribution of normal grid operating conditions. In an 

experiment conducted on an electrical grid dataset, the CNN-VAE achieves 

better results than other unsupervised baselines, with F1-score (0.897) and 

AUC (0.920). These results suggest that this method can be considered for real-

time electrical grid stability monitoring in smart grid systems. 
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1. INTRODUCTION 

 

Smart electrical grids make traditional distribution 

systems more reliable by adding modern communication, 

sensing, and control systems (Kulkarni et al., 2021; Butt 

et al., 2021). Although these technologies make it 

flexible to integrate green energy sources, they introduce 

additional complexities that make stability monitoring 

challenging for traditional methods (Shi et al., 2020). 

Therefore, there is a need for more robust methods that 

can handle the complex behaviour of smart grid systems. 

Anomaly detection is important for keeping smart grids 

running safely by identifying unusual patterns that could 

signal faults, cyber-attacks, or system instability (Banik 

et al., 2023; Khodadad et al., 2023). Traditional rule-

based and ML techniques (El Chamie et al., 2018; 

Purushothaman, 2020)  often struggle in this setting 

because smart grid data is relatively high-dimensional 

and nonlinear. Supervised deep learning models 

(Sundaram et al., 2024), on the other hand, rely on large 

quantities of labeled data, which is rarely available in 

practice. Consequently, this challenge has led to growing 

interest in unsupervised deep learning methods to 

identify unusual patterns in data without labeled samples. 

Variational Autoencoders (VAEs) can learn useful 

hidden representations from complex data distributions 

(Kingma & Welling, 2019; Shahid et al., 2024). In smart 

grid operations, VAEs provide a way to learn normal 

operating conditions to detect anomalies in the data 

(Guha et al., 2023; Khediri et al., 2024). However, 

standard VAE designs might not completely capture the 

spatial connections between data from various 

components of the grid. Therefore, the model 
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architecture must be adapted to represent these spatial 

relationships more effectively. 

This study proposes an unsupervised approach using a 

Convolutional Variational Autoencoder (CNN-VAE) to 

identify unusual changes in smart grid systems. The 

model uses one-dimensional convolutional layers to 

capture relationships among sensor signals in the data. It 

also learns a simpler, compressed version of this data that 

keeps the important patterns of normal grid behavior. 

The method is tested using a simulated smart grid dataset 

and compared to two hybrid unsupervised deep learning 

baselines: LSTM-MVAE (Guha et al., 2023) and MLAE 

(Huynh et al., 2024). The experiments show that the 

CNN-VAE performs better at detecting anomalies, 

consistently improving the F1-score and AUC. This 

paper makes the following key contributions: Design of 

a CNN-based VAE that can detect unusual changes in 

smart grid stability, and Development of a robust 

framework that can monitor grid stability in real-time 

without requiring labeled examples. 

 

 

2. LITERATURE REVIEW 
 

Recent progress in deep learning has improved 

traditional supervised methods by automatically learning 

important features directly from high-dimensional grid 

data. Recurrent (Massaoudi et al., 2021; Sundaram et al., 

2024) and convolutional (Salam & El Hibaoui, 2021) 

architectures have been widely applied to grid 

forecasting and operational prediction tasks. Hybrid 

approaches combining deep learning with classical ML 

methods (Aliyeva & Abdullayev, 2024; Lakshmanarao et 

al., 2024) have further extended these capabilities to 

decentralized settings and renewable-energy-integrated 

grids. These methods work well when trained on 

balanced and complete datasets, but cannot be applied in 

real-life situations where unusual events are rare and 

labeled data is limited. 

Unsupervised deep learning methods have become 

popular as an effective alternative (Sundaravelrani et al., 

2024; Zhang et al., 2021). Among these approaches, 

sequence-based architectures (Sun et al., 2022) have been 

widely used to model temporal dependencies in grid 

operations and learn normal system behaviour directly 

from historical data. Autoencoder-based methods (Yang 

et al., 2020) have also emerged as a prominent class of 

techniques for monitoring the stability of voltage in real-

time. However, traditional autoencoders lack a 

probabilistic interpretation and may fail to capture 

complex data distributions. In response, several 

improved versions of autoencoders (Huynh et al., 2024) 

have been developed to effectively detect anomalies in 

power grid systems. 

VAEs improve on autoencoders by using a probabilistic 

approach to learn the underlying distribution of the data, 

making them more effective at representing complex 

system behaviour (Angiulli et al., 2020; Kingma & 

Welling, 2019; Yao et al., 2019). VAE-based approaches 

(Guha et al., 2023; Khediri et al., 2024) have since been 

applied across a range of grid monitoring tasks. Despite 

these advances, existing VAE-based grid monitoring 

approaches often neglect the spatial relationships 

embedded in multivariate time-series sensor readings. 

Convolutional layers, commonly employed in computer 

vision (Aishwarya & Minu, 2021; Raj & Kos, 2025; Zhao 

et al., 2024) and speech processing  (Gambhir et al., 

2024; Wahab et al., 2024), offer a means of extracting 

local spatial patterns from structured data. CNNs have 

also shown promise in supervised smart grid stability 

prediction applications (Hosen et al., 2024). Moreover, 

when combined with VAEs, convolutional architectures 

can enhance feature extraction and improve the quality of 

learned representations (Nellas et al., 2021; Prifti et al., 

2023; Wang et al., 2024). Recent studies have 

investigated combining CNNs and VAEs to analyze time 

series data more effectively (Gonzalez et al., 2024; Liu et 

al., 2023; Xie et al., 2023). However, VAEs combined 

with CNNs is unexplored for smart grid stability.  

This study, therefore, evaluates the capability of an 

integrated CNN-VAE model for unsupervised anomaly 

detection in smart grid stability. 

 

 

3. METHODOLOGY 
 

As discussed in Section 1, the study uses the Smart Grid 

dataset, which includes data from a 4-node smart grid 

system (Arzamasov, 2018). Figure 1 shows the basic 

design of the 4-node star system, which uses the idea of 

Decentralized Smart Grid Control. In this setup, the 

electricity producer is at the center, and the other nodes 

around it, are the connected units in the grid. The star 

configuration shows how the producer plays a key role in 

keeping the system balanced, while also allowing the grid 

to use decentralized control methods that help improve 

overall stability. 

 

 
Figure 1. 4-node Smart Grid System 

 

The dataset comprises 10,000 instances distributed 

across 14 features. It consists of 11 predictive features, 

two target features, and one non-predictive derived 

feature (𝑝1), capturing both the physical and economic 
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dynamics of a four-participant power grid. The predictive 

features are continuous measures including reaction 

times (𝑡𝑎𝑢1 − 𝑡𝑎𝑢4), nominal power outputs and 

consumptions (𝑝2 − 𝑝4) and price elasticity coefficients 

(𝑔1 − 𝑔4). System stability is represented by two target 

fields: 𝑠𝑡𝑎𝑏, a continuous measure indicating linear 

stability through the real part of a characteristic equation 

root, and 𝑠𝑡𝑎𝑏𝑓, a two-class label designating the system 

as either stable or unstable.  

 

 
Figure 2. Distribution of Grid System Stability 

Classifications 

 

 
Figure 3. Correlation Matrix of System Variables 

(Lower Triangle Representation) 

 

The dataset's stability distribution, presented in Figure 2, 

is uneven, with more stable cases than unstable ones. 

Figure 3 shows a correlation matrix that illustrates how 

the grid parameters are related to each other. It highlights 

how 𝑝1 has strong negative correlations with the other 𝑝 

variables (e.g., the correlation between 𝑝1 and 𝑝2  is 

 −0.573), confirming it is dependent and not useful for 

prediction. 

 
3.1 Proposed Model Architecture 

 

The proposed CNN-VAE has three main parts: an encoder 

network, a latent representation, and a decoder network. 

Figure 4 shows the layout of this CNN-VAE model. 

 

Encoder Network 

The encoder part of the VAE takes the input and converts it 

into a simpler, probabilistic space. It uses convolutional 

layers to learn spatial patterns from the input data. The 

convolutional layers preserve the spatial structure of the 

input data while gradually reducing its size. The processed 

data then goes through two separate fully connected layers 

that produce the mean values, 𝝁, and the log of the variance, 

𝐥𝐨𝐠 𝝈𝟐, that describe the latent distribution, 𝒛. 

 

Latent Space Representation 

Directly sampling 𝜇 and log 𝜎2 would block the flow of 

gradients during back propagation. To address this, the 

reparameterization trick is used to draw samples from a 

standard normal distribution and change them using the 

learned parameters.  

More formally, rather than sampling the latent variable 

directly, 𝑧 ∼ 𝑁(𝜇, 𝜎2𝛪 ), it is constructed 

deterministically as: 

𝑧 =  𝜇 + 𝜖 ⊙ 𝜎2                                                 (1) 

where 𝜎 = 𝑒𝑥𝑝(0.5 ⋅ 𝑙𝑜𝑔 𝜎2 ) is the standard deviation 

vector, 𝜖 is a random noise vector sampled from a 

standard normal distribution 𝑁(0, 𝛪 ), and ⊙ is the 

element-wise multiplication (Milano et al., 2024). This 

method handles the random part (𝜖) separately from the 

parameters the model learns(𝜇, 𝜎), allowing gradients to 

be propagated during backpropagation. 

 

Decoder Network 

The decoder takes the compressed data and gradually 

expands it through several layers until it matches the 

dimensions of the original input. Its goal is to create a 

version 𝑥́ that is very similar to the original input 𝑥. 

 
Loss Function 

The loss function is given by the Evidence Lower Bound 

(ELBO): 

ℒ =  𝔼𝑞(𝓏|𝓍)[log 𝑝 (𝓍|𝓏)] − 𝛽 ⋅ 𝐷𝐾𝐿(𝑞(𝓏|𝓍)‖𝑝(𝓏)) (2) 

It comprises two components: the Reconstruction Loss 

and the regularization term, Kullback-Leibler (KL) 

Divergence. The Reconstruction Loss measures how well 

the decoder can recreate the original input 𝓍 from the 

encoded information 𝑧, which is the same as to 

maximizing the expected log-likelihood of the data, 

log 𝑝 (𝓍|𝓏). 

 

Figure 4. Proposed Model Architecture 
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3.2 Experiment 

 

This study focuses on distinguishing stable operating 

states from unstable operating states at the system level, 

where unstable operating states are treated as anomalies. 

The objective is therefore to detect anomalous grid 

operating conditions associated with instability. The 

model is trained only on stable samples but tested on both 

stable and unstable samples. The data was split into 80% 

train, 10% validation, and 10% test sets, keeping the 

same balance of classes as in the original dataset. The 

numerical features were adjusted so their values were 

centered around zero and spread evenly. 

The model was set up with the following settings: a 𝛽-

regularization value of 0.001, a learning rate of 

1 ×  10⁻⁴, weight decay also at 1 ×  10⁻⁴ , and a batch 

size of 256. The model's parameters were optimized 

using the Adam (Adaptive Moment Estimation) 

optimizer. Figure 5 shows an overview of the proposed 

approach. As illustrated in Figure 4, the main part of the 

process is the CNN-VAE model, which has an encoder 

that extracts latent features and a decoder that learns to 

reconstruct the data. The model is evaluated using 

reconstruction loss as discussed in Section 3.1. 

 

 

 
Figure 5. Anomaly Detection in Smart Grid Stability using CNN-VAE 

 

3.3 Model Evaluation 

 

The learned features from the encoder output are 

evaluated on an anomaly detection task using three 

different classifiers: KNN, Random Forest, and SVM. It 

is worth noting that, although all compared models are 

trained and evaluated in a fully unsupervised manner, a 

standardized classification layer is applied to allow a fair 

comparison of the quality of each model's learned 

representations. Because the dataset has uneven class 

sizes, precision, recall, F1-score, and Receiver Operating 

Characteristic curve (ROC-AUC) are used to fairly 

evaluate the model’s performance. 

 

Precision and Recall 

These metrics measure how well the model works on the 

less frequent class. Precision shows how often the 

model's positive predictions are correct by showing the 

percentage of predicted positives that are actually 

positive. Recall shows how good the model is at finding 

all the real positive cases. It is the percentage of true 

positive results out of all the actual positive instances. 

Precision and recall are formally represented in (3) and 

(4), where TP represents True Positives. FP represents 

False Positives, and FN represents False Negatives. 

 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃

𝑇𝑃 +  𝐹𝑃
                                              (3)    

𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑃

𝑇𝑃 +  𝐹𝑁
                                                 (4) 

 

F1-score 

The F1-score is the harmonic mean of both precision and 

recall. It gives a fair overall measure of how well a model 

performs, particularly in cases of class imbalance. 

Equation (5) formally defines the F1-score. 

     𝐹 − 𝑠𝑐𝑜𝑟𝑒 =
2 ×  𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ×  𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 +  𝑅𝑒𝑐𝑎𝑙𝑙
           (5) 

 

ROC-AUC 

ROC-AUC is an effective metric for assessing binary 

classification models, especially with imbalanced 

datasets. It quantifies how well the model differentiates 

between classes across a range of classification 

thresholds. 

 

 

4. RESULTS AND DISCUSSION 
 

CNN-VAE is compared with two state-of-the-art 

unsupervised models, LSTM-MVAE and MLAE, which 

are used to detect anomalies in power grid systems. Table 

1, Figure 6 (a-c) and Figure 7 clearly show how each 

model performed across all classifiers. 

 
4.1 Multi-Metric Performance Analysis 

 

The comparison shows that the proposed CNN-VAE 

performs better than both LSTM-MVAE and MLAE 

when used with SVM and Random Forest classifiers. 

Specifically: 
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• The proposed CNN-VAE model recorded the 

highest F1-Score of 0.8973 and AUC of 0.9543 

with the SVM classifier. It also recorded the 

highest Recall (0.9531) with the Random Forest 

classifier. 

• The MLAE model showed competitive 

performance, with its best F1-Score of 0. 8848 

(Random Forest) and AUC of 0. 9238 (Random 

Forest). 

• The LSTM-MVAE model worked but usually 

recorded lower F1-Scores and AUC values than 

MLAE and the CNN-VAE model. Its AUC values 

were much lower (between 0.67 and 0.84), and its 

precision was reduced across different classifiers. 

These results show that CNN-VAE learns patterns that 

make it easier to identify stable and unstable grid 

operating conditions. 

Similarly, in Fig. 6, the radar profiles for the CNN-VAE 

are notably broader and more uniformly elevated than 

those for MLAE and LSTM-MVAE, signifying better 

trade-offs between sensitivity and precision. This 

characteristic is important for anomaly detection in 

power grids, where both missed anomalies and false 

alarms can affect system operations. The heatmap in Fig. 

7 also reinforces this finding by visually demonstrating 

that the CNN-VAE sustains its performance lead across 

multiple metrics simultaneously. The relatively uniform 

high-intensity regions associated with CNN-VAE 

suggest that its latent representations remain effective 

regardless of the classification method used. 

 

Table 1. Results of each Model across Classifiers 

 Precision Recall F1-Score AUC 

KNN 

LSTM-MVAE (Guha et al., 2023) 0.7233 0.8984 0.8014 0.6709 

MLAE (Huynh et al., 2024) 0.8000 0.9375 0.8633 0.8678 

CNN-VAE 0.7905 0.9141 0.8478 0.8477 

Random Forest 

LSTM-MVAE (Guha et al., 2023) 0.7580 0.9297 0.8351 0.8053 

MLAE (Huynh et al., 2024) 0.8440 0.9297 0.8848 0.9238 

CNN-VAE 0.8414 0.9531 0.8938 0.9525 

SVM 

LSTM-MVAE (Guha et al., 2023) 0.7677 0.9297 0.8410 0.8420 

MLAE (Huynh et al., 2024) 0.8322 0.9297 0.8782 0.9158 

CNN-VAE 0.8741 0.9219 0.8973 0.9543 
a Note: The bold values indicate the best values per classifier metric (Precision, Recall, F1-score, AUC). The optimal 

value approaches unity. Overall best highlighted in blue. 

 

 

 
Figure 6. Performance Radar Charts across Models 

 

 
Figure 7. Performance Metrics Heatmap across Models 

 

4.2 Analysis of Discriminative Power and Robustness 

 

The ROC curve analysis in Figure 8 (a-c) provides 

evidence of the discriminative power of each model. The 

CNN-VAE model consistently records the highest AUC 

across SVM and Random Forest. It reaches an AUC of 

0.954 with SVM and 0.952 with Random Forest. The 

MLAE model recorded competitive AUCs of 0.924 for 

Random Forest and 0.916 for SVM, although its 

performance consistently trails that of the CNN-VAE. 

Conversely, the LSTM-MVAE model underperforms 

relative to both CNN-VAE and MLAE across all 

classifiers, with AUCs of 0.842 (SVM), 0.805 (Random 

Forest), and 0.671 (KNN). The ROC curves further show 

that the CNN-VAE performs the best, as its curve stays 

closest to the top-left corner. This implies it can correctly 

detect most positives while keeping the number of false 

alarms low. Such performance is especially valuable in 

systems that require cautious and reliable operation. 

 

4.3 Error Distribution and Class Separability 

Analysis 

 
The confusion matrices presented in Figure 9 (a-i) align 

with the ROC findings and provide insights into the 

classification error distribution of each model. The 

matrices for CNN-VAE–based classifiers show that they 

identify the unstable cases more evenly, without causing 

a noticeable increase in false positives. This implies that 

the CNN-VAE helps to clearly separate different classes, 

rather than merely shifting the classification threshold. In 

contrast, the LSTM-MVAE shows lower recall and more 
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misclassifications, suggesting that its latent features are 

not good enough to clearly separate the classes. The 

MLAE often performs closer to the CNN-VAE, showing 

it has learned useful features effectively. However, it still 

does not match the overall performance of the CNN-

VAE. 

 

 

 
Figure 8. ROC Curves Comparison across Models 

 

A notable observation is that CNN-VAE reduces false 

negatives effectively. In practical power grid monitoring 

applications, false negatives are particularly undesirable 

because they correspond to unstable operating conditions 

that remain undetected. Consequently, the ability of 

CNN-VAE to reduce such errors helps ensure reliable 

grid operation. 

 
Figure 9. Confusion Matrices Comparison across 

Models 

 

4.4 Discussion 

 

The experimental results demonstrate that CNN-VAE 

learns more informative latent representations of smart 

grid operating conditions than either baseline model. This 

is clear from its consistent performance across the 

different classifiers. Collectively, these results show that 

the CNN-VAE learns latent features that capture the 

important spatial and structural patterns in the data. 

The performance can be attributed to the complementary 

strengths of its two principal components. Smart grid 

data comprises multiple simultaneous time series 

measurements, and convolutional operations can 

efficiently identify meaningful patterns and 

dependencies across multiple sensor signals. The VAE 

component learns a compact representation of normal 

system behaviour from the data. Together, these two 

mechanisms produce a latent space that is both compact 

and discriminative. The model learns latent variables that 

preserve the underlying structure of stable operating 

conditions rather than relying solely on reconstruction 

accuracy. 

In summary, the results imply that the CNN-VAE model 

can accurately detect unusual events in smart grid 

systems. It can learn what normal grid behavior looks like 

and then flag anything that doesn’t fit this pattern. A 

major advantage of this approach is that it learns without 

labeled anomaly data. Such data is often rare and hard to 

get or annotate correctly in real-world situations. 

 

 

5. CONCLUSION 
 

This study addresses the challenge of anomaly detection 

in smart grid systems under the practical constraint of 

limited labeled data. To overcome this limitation, an 

unsupervised anomaly detection framework, CNN-VAE, 

is proposed. The framework learns normal grid operating 

behaviour directly from historical sensor data, 

eliminating the need for labeled anomaly examples 

during training. 

The proposed CNN-VAE framework learns the 

underlying patterns of smart grid operations by 

integrating convolutional feature extraction with 

representation learning. The convolutional component 

extracts meaningful relationships among sensor readings, 

while the variational component learns a compact 

probabilistic representation of normal system behaviour. 

This architecture gives CNN-VAE an advantage over 

existing baseline methods. 

Practitioners can take advantage of this framework to 

effectively detect anomalies in smart grid systems. The 

framework can be deployed in new grid installations 

where historical fault records are limited. It can detect 
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previously unseen anomaly types without requiring prior 

fault knowledge. Furthermore, as power systems evolve 

through renewable energy integration, changing loads, 

and network updates, the model can be retrained using 

updated stable operational data without requiring new 

labeled examples. 
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